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ABSTRACT
The treatment of burns is supported by accurately estimating measurements such as total body surface area
burned (TBSA-b) and total body surface area (TBSA). Computing these values automatically can lead to
faster decisions and reduce human error. Deep learning-based methods rely on big data to perform well in
practical applications. This is especially true for burn medicine, where real data is scarce. In this paper, we
present a pipeline for synthesizing diagnostic burn images and wound annotations from virtual 3D models.
We demonstrate how to generate a heterogeneous dataset by combining such features as body shape, real
skin and wound textures, background scenes, camera settings and illumination. The resulting images can be
used for various deep-learning tasks such as wound detection, segmentation or classification. Solely with
these synthetic images, we train models for burn wound segmentation and show that they learn distinctive
features of burn wounds.
Keywords: synthetic training images, burns, segmentation, image data augmentation.
1

INTRODUCTION

Accurately calculating the ratio between burned body surface area (TBSA-b) and total body surface area
(TBSA) determines the success of burn treatment (Haller et al. 2009, Dai et al. 2021). A wide variety
of methods ranging from simple paper-based estimation charts (Lund and Browder 1944) to web-based 3D
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documentation and diagnosis tools (Giretzlehner et al. 2020) support TBSA-b and TBSA estimation. Lately,
artificial intelligence (AI) has been introduced to advance selected topics in this research (Dai et al. 2021).
Our group is working on a pipeline to automatically map burn wounds from a diagnostic photo onto a 3D
morphable model, which may prove valuable for making the annotation process faster and reducing human
error (Wimmer 2017, Wimmer et al. 2018, Giretzlehner et al. 2020). On an algorithmic level, this effort comprises three tasks. (i) Estimate the patient’s shape and adjust the morphable model accordingly to
calculate their TBSA. Knowing the current surface geometry of the patient also allows for calculating deformations to align inner structures in medical image data (Schenkenfelder et al. 2021). (ii) Segment, extract
and transfer wounds from the input image to the model using deep learning (DL). Identifying different burn
depths adds both complexity and detail, however, it provides additional insights on burn severity and allows
for more targeted treatment. (iii) Map the wound to its corresponding position on the model by calculating
the location of the burn wound in relation to distinctive anatomical landmarks. An accurate estimation of
the TBSA-b can then be calculated and the wound can be documented over time (Giretzlehner et al. 2020).
Recent publications demonstrate the strengths of DL for medical diagnostics and documentation (Aggarwal
et al. 2021). However, deep convolutional neural networks are heavily reliant on big data to avoid overfitting
and to perform well on unseen images (Shorten and Khoshgoftaar 2019). In particular, the heterogeneity of
a dataset is decisive for the model’s quality. However, in the medical domain in general and particularly in
burn medicine, very little data is publicly available (Juszczyk et al. 2021). Even if enough heterogeneous
images are collected for training, annotating them remains time-consuming and requires medical expertise.
Dataset synthesis from real sensor data and virtual scenes represents a feasible solution with promising results (de Melo et al. 2022). Artificial images for DL can be generated by rastering arranged virtual 3D
scenes. These scenes can be adapted and randomized to create a huge number of images, addressing the
problems of scarce data, missing ground truth annotations and homogeneity (Heindl et al. 2020). Conventional image augmentations such as geometric and color transformations and more advanced methods, e.g.,
generative adversarial networks (GANs), create new images from existing ones. However, they are limited
by the content of the original images so that completely new features, e.g., new perspectives or skin colors,
can hardly be obtained. By using 3D patient models and combining them with wounds from real images, we
aim at achieving an optimal trade-off between adding variety and keeping real-world details (see Figure 1).

(a) Original photo

(b) Synthesized image

Figure 1: Image synthesis from real data. The original photo of a burn wound exposes background and
foreground details (a). The synthesized image shows that wound on a patient-specific yet general 3D model
before a random background (b).
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1.1 Related Work
Image synthesis for creating datasets has been explored in various domains (Tsirikoglou et al. 2020). Hinterstoisser et al. (2019) render 3D objects over real-world images to train object detection networks, Saleh et al.
(2018) experiment with computer-generated street scenes for instance segmentation and Handa et al. (2016)
use virtual 3D scenes for labeling indoor spaces. Heindl et al. (2020) introduce an image synthesis framework for Blender (Blender Online Community 2018) and PyTorch (Paszke et al. 2019) and demonstrate the
benefits of adaptive domain randomization for industrial object detection. Regarding human-centered tasks,
researchers have successfully used 3D models to generate training data for the segmentation of body parts,
depth estimation, action recognition (Varol et al. 2017, Varol et al. 2021), pose estimation (Chen et al. 2017,
Liu et al. 2016) and 3D reconstruction (Richardson et al. 2016). These images are rendered with different
backgrounds, lighting conditions and perspectives to simulate the variety of real-world images. Inspired by
the above works, we present a synthesis pipeline tailored for DL-based medical wound inspection tasks.
DL models for exploring wounds and particularly for wound segmentation have been studied in several
publications. Li et al. (2018) employ a combined pipeline of color-based and DL-based segmentation for
generic wounds. In Wang et al. (2020) and Scebba et al. (2021), foot ulcers are segmented using end-to-end
architectures, whereas Cui et al. (2019) use a two-step approach, detecting the wound first and segmenting
only within the bounding box second. Finally, Liu et al. (2017) test various backbone architectures for the
segmentation of chronic wounds and add a post-processing step to remove potential artifacts. More specific
to TBSA-b calculation, Serio-Melvin (2020) present an approach for segmenting skin and burn wounds,
aligning these images with a 2D Lund & Browder diagram based on body landmarks, and estimating the
TBSA-b accordingly. Similar to the segmentation models discussed above, this method relies on a largescale dataset comprising hundreds of images. In contrast, Dai et al. (2021) have introduced Burn-GAN as a
means to address the data-scarcity problem using synthetic images. Their approach is similar to ours in that
they apply burn wounds to a 3D model texture to render images from different perspectives, however, they
use GANs to generate burn wounds. Even though GANs provide a great way to add variety to a dataset,
the resulting images are arguably less controllable than original burn wound images. Artifacts produced by
GANs may hinder the analysis of burns such as determining its depth, which is why we favor real wound
images. Also, their approach is limited to human models of static shape and pose that result in less variation
than the dynamic poses and adjustable shapes we employ. Variety is also added by using different scenes
and lighting environments as opposed to considering the creation of 3D human models only. Contrary to
the synthetic textures employed by Dai et al. (2021), we use realistic textures exported from MakeHuman
(Bastioni et al. 2008) that comprise different skin tones and properties.
Our paper contributes to this research by demonstrating (i) how synthetic training images can be created
from artificial 3D models and real burns and (ii) that DL models trained solely with such images learn
distinctive features for the task of burn wound segmentation.
2

METHODS

The proposed pipeline for creating synthetic images consists of the following steps: (i) creating human 3D
models with different body shapes and poses; (ii) generating skin textures with burn wounds; (iii) modeling
a surrounding 3D scene; (iv) rendering images from multiple perspectives.
We employ the 3D graphic suite Blender for modeling and rendering. As an example application, we create
a synthetic dataset and conduct DL-based wound segmentation experiments on a system using a 3.6 GHz
Intel CPU with 8 cores, 32 GB RAM and an NVIDIA GeForce RTX 2070 GPU with 8 GB VRAM.
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2.1 Creating Human 3D Models
To create human 3D models of different sex and body shape, we utilize the open-source tool MakeHuman,
which allows for adapting a base mesh using so-called "targets" that define location shifts for a group of
vertices. By setting a target value, i.e., a factor to multiply the shift values with, body properties can be
changed to the desired extent. The advantage of this method is that vertex and face indices are consistent in
models with different shapes. Skin textures can therefore be reused and 3D locations of certain elements,
e.g., wounds, can easily be calculated. MakeHuman further provides a mass produce feature to automatically
create models varying in body shape, sex and assets such as hair and eyebrows (see Figure 2a).
As we have found in our research, pictures of burn patients are not comparable in terms of patient pose or
camera perspective. Thus, a rig, i.e., a skeleton, was added to the models to apply different poses represented
by keyframes without changing their weight and size (see Figure 2b). The available poses are copied from
existing models and saved in a pose library, which can be added to newly loaded models.

(a) 3D models

(b) Different poses

Figure 2: Variation can be added at multiple steps in the process of synthesizing images. The 3D models are
different in sex, size and shape (a). Applying keyframes to its rig (light blue) is a way to simulate poses (b).

2.2 Generation of Skin Textures with Burn Wounds
We automatically generate skin textures containing burn wounds by randomly choosing images of real
burns and a base texture. Creating binary segmentation masks of the burn images from manual annotations
is followed by selecting a skin texture from MakeHuman that reflects a certain skin tone and age-related
qualities as well as a skin map that highlights the areas to be transferred to the 3D mesh by UV mapping.
A naïve approach cuts the unedited wound from the source image and pastes it onto the target image, creating
harsh edges and not accounting for possibly different skin colors. We employ Poisson image editing (Pérez,
Gangnet, and Blake 2003) to address this problem. This technique uses gradients to tweak the source
image’s color to better match the target image while preserving structural details, allowing for seamless
blending (see Figure 3).
Before transferring the wounds and masks, they are randomly scaled and optionally flipped and rotated by
90◦ . Initially, the wound is positioned randomly on the texture. As not all areas in the texture image are
actually mapped to the mesh, wounds may get cut off in 3D space. To reduce such artifacts, an optimization
|A ∩B |
problem is formulated as f (x, y, s) = 1 − s|As |x,y , where Bx,y = {(px − x, py − y) | p ∈ B}, A and B are sets of
masked coordinates (p = (i, j)), As is the wound mask A scaled by s, B is the skin texture image, and (x, y)
is the center of the wound’s bounding box. The values of x and y are constrained for the bounding box to fit
on the target image. f is minimized using the Simulated Annealing algorithm (Kirkpatrick et al. 1983).
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Figure 3: A binary mask (left) constrains the position of a burn wound on the skin texture (right). White:
pixels with corresponding points on the 3D model; gray: wound mask; black: other pixels.
2.3 Rendering Synthetic Images
To generate images of a wound from different perspectives, its position in 3D space needs to be identified
by computing a reverse mapping from 2D to 3D. Using a UV map, each vertex of a mesh is mapped to a
position in texture space and then converted to pixel coordinates. For each triangular face in the mesh, we
compute the three pixels corresponding to the face’s vertices. They also form a triangle in texture space.
For each pixel in such a triangle, a face identifier and the node pixels of the containing triangle are saved.
For each wound texture, the pixels containing a wound can be identified using the the wound’s binary mask.
Their respective 3D coordinates are calculated by performing a barycentric transform (see Figure 4a). The
minimum and maximum (x, y, z) coordinates define the wound’s bounding box.
A camera tracks the wound’s bounding box. It is initially moved along its z-axis until the masked face
points of the wound texture are within the camera’s frustum. The camera is then randomly translated along
each axis to view the wound from different perspectives (see Figure 4b). Focal distance, portrait/landscape
orientation and light intensity are also varied. Then, one of 49 background images showing a real-world
scene is added. For each variation, two images are rendered using different model textures: The wound skin
texture and the wound’s binary mask. The valuable information of the binary mask are the colors that would
be distorted by lighting. An emission shader preserves the original texture values in the rendered image.

(a) Barycentric transformation

(b) Rendering from multiple perspectives

Figure 4: By transforming coordinates from 2D texture space to 3D space, the wound area in 3D space can
be identified (a). Moving the camera allows for capturing the 3D scene from different perspectives (b).
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2.4 Output
The result of the rendering process is a set of synthetic RGB images of burn wounds under various conditions
(see Figure 5) as well as their corresponding segmentation masks. Due to the numerous possibilities to
introduce variation, huge datasets can be generated from just a few input images.

Figure 5: The pipeline automatically synthesizes a wide variety of burn wound images from parameters such
as wound position, perspective, lighting, skin texture, sex, size, weight, and background.

3

EVALUATION

3.1 Deep Learning for Wound Segmentation
To evaluate the quality of our current output in terms of its similarity to real-world images, a DL-based
wound segmentation experiment was conducted. We assess whether a model trained solely on synthetic
data is able to learn features of burn wounds by both visually inspecting and statistically evaluating the
predicted segmentation masks. The focus of this work is not to present a novel burn wound segmentation
model though, but to demonstrate how synthetic training images can be generated from mixed sources.
An encoder-decoder network based on Xception (Chollet 2017) was selected as CNN architecture for a first
experiment because of results from our previous work. Images are resized to 256 × 256 before inputting
them to the network. The model is trained with a batch size of 32 for at most 300 epochs each run. Dice
Coefficient loss with an Adam optimizer (Kingma and Ba 2017) and an inital learning rate of 0.001 are used.
3.2 Datasets
Our private real-world dataset was split into 32 training images and 14 validation images. The training
images were used in the pipeline to create 510 skin textures with wounds from 20 base textures. Together
with 200 randomized 3D patients based on 21 predefined poses, a total of 1261 synthetic images were
generated. Only synthetic images were used to train the models. Online augmentations such as translation,
rotation, zoom and brightness adaptation were applied in a second trial. The validation images remained
unprocessed, as they were used to assess the quality of the model on real-world images after each epoch.

Schenkenfelder, Kaltenleithner, Sabrowsky-Hirsch, Klug, Lumenta and Scharinger

For testing, we compiled a library of 16 burn wound images from public sources and made it available under
https://github.com/risc-mi/burn-wounds. We performed a Google image search using the keywords "burn",
"burn wound" and "skin burn", restricting the results to images published under a Creative Commons license.
The images were annotated by nine medical experts (three consultants, three residents, two students, one
nurse) and one non-expert (author of this work) because (i) creating a consensus mask by applying pixelwise majority voting creates better ground truth than using masks from one annotator (Visser et al. 2019),
(ii) having multiple annotators allows for analyzing their variation and indicates an acceptable deviation of
predictions and ground truth, and (iii) comparing the training data annotated by a non-expert to those of
experts informs about errors due to annotation inaccuracy and offers the authors guidelines for correctly
annotating burn wounds. Manual annotation took 1-2 minutes per image.
3.3 Quality Assessment
To assess the segmentation quality, the Jaccard Coefficient (JC) and the Dice Coefficient (DC) measuring
the spatial overlap of two segmentations, and the average Hausdorff Distance (HD) measuring the distance
between two segmentations (Jaccard 1902, Dice 1945, Taha and Hanbury 2015), are used.
To evaluate the agreement of the annotators regarding the wound areas, two metrics are used: The Generalized Conformity Index (GCI), which is a generalization of the Jaccard Coefficient and thus measures the
overlap of segmentations, and the Intra-Class-Correlation (ICC(2,1)) for single random raters for measuring
the agreement of wound size in relation to image size (Kouwenhoven et al. 2009, Shrout and Fleiss 1979).
3.4 Results and Discussion
Analyzing the inter-rater agreement for segmentations on the test set, we obtain an average GCI score of
0.84 with a standard deviation of 0.11 and an ICC of 0.85. For both metrics, a value greater than 0.7 is
regarded excellent (Visser et al. 2019). We can thus conclude that the experts generally agree on the wound
outlines. Of course, a certain amount of variation is to be expected. The third row of Table 2 compares nonexpert annotations to the majority-vote masks of experts (referred to as ground truth). As indicated by a DC
of 0.80, the overlap is good especially considering that not even the experts agree perfectly. However, after
visually inspecting the images, the non-expert seems to slightly overestimate the size of burns. A similar
overestimation is therefore likely to be reflected in our DL model.
Table 1 shows the evaluation metrics computed on the synthetic training images and the real-world test
images labeled by a non-expert for predictions made by the DL model trained with and without additional
augmentation of the training images. Predicting a segmentation mask takes approximately 40 milliseconds
per image in our setup. According to Zijdenbos et al. (1994), a "DC > 0.7 indicates excellent agreement",
which metrics of the training data yield. However, the test data results are lower, which we attribute to the
specifics of our limited test data. Compared to our synthesized training images, skin color and burn severity
show extreme variations, with the model performing poor on macro shots of wounds; a fact that we plan to
address in future adaptations of our pipeline. Interestingly, augmentation does not significantly change the
quality of the DL model. We attribute this to the high variability introduced by our synthesis method.
In Table 2, we compare the ground truth established by expert segmentations against the predictions of our
model (with and without image augmentation) as well as non-expert segmentations. The expert and nonexpert segmentations differ in that experts annotated open wounds only, whereas non-experts also included
some padding around the wound. Since the training data was also annotated by non-experts, we expect the
model to improve after reannotating the training data based on what we learned from the experts. As opposed
to Table 1, the DL model trained with augmented images performs better that without augmentation.
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Table 1: Metrics (± standard deviation) of synthetic training images and real-world test images show good
overlap in the former (DC > 0.7). Data augmentation, however, does not add to the quality of the DL model.
DC

JC

HD

Without Augmentation
Train

0.72±0.36

0.66±0.34

1.30±6.53

Test

0.57±0.18

0.42±0.18

9.27±5.35

With Augmentation
Train

0.71±0.20

0.58±0.23

5.62±7.83

Test

0.55±0.29

0.43±0.27

9.98±8.59

Table 2: Given the majority-vote consensus mask of the expert segmentation as ground truth, the non-expert
segmentations outperform the model predictions.
DC

JC

HD

Prediction of DL model

0.41±0.22

0.28±0.19

15.43±11.10

Prediction of DL model (+ augmentation)

0.49±0.27

0.37±0.25

11.83±10.40

Segmentation of non-expert

0.80±0.16

0.70±0.22

2.67±3.56

The model trained with synthetic data is able to learn features of burn wounds, as can be confirmed by
visually inspecting the predicted segmentation masks in Figure 6. However, the training images do not
account for certain perspectives, zoom levels or body regions, resulting in poor performance on other images.

Figure 6: The predicted segmentation masks indicate that the model trained with synthetic images learns
distinctive features of burn wounds. It also shows that our training data does not yet comprise enough variety
in terms of severe burns, extremities like toes, perspectives and zoom levels.
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4

CONCLUSION

We have introduced a pipeline for synthesizing burn wound images and have shown that DL models trained
solely with such images learn distinctive features for burn wound segmentation. This research lays the
groundwork for automatically mapping burn wounds from a diagnostic photo onto a 3D morphable model.
Our paper focuses on the presentation of the synthesis pipeline and does not yet prioritize tuning the segmentation model. Adding training images as well as adapting our model to reflect specific characteristics
the experts observed in the test data could greatly improve the performance of the segmentation model. Extending the pipeline such that the synthetic images show even more variation (e.g., degree of burn, burn vs.
non-burn wounds) will make the resulting segmentation model more robust.
A limitation of the proposed pipeline is that the wound cannot be freely positioned on the 3D model, but
is constrained and distorted by using a 2D texture in the synthesis process. This could be overcome by
computing the mapping of wound segments from the 3D mesh. An established baseline model such as
Burn-CNN (Dai et al. 2021) and Mask R-CNN (Jiao et al. 2019) as well as a comparison of our results
to conventional (non-learning-based) burn segmentation methods will be added to extend the evaluation
provided.
Publishing the synthesis pipeline and the segmentation model would provide the community with a toolbox
to further advance this research. As standardized models and textures are used, the output of the pipeline can
easily be extended to include more information such as segmentation masks of body parts, body landmarks,
3D shape, pose information and the wound’s position on the 3D model. We also intend to include that data
to transfer burns from a 2D image onto a patient-specific 3D model to calculate metrics such as the TBSA-b.
Finally, we plan to explore whether this approach can be used for anonymization to addresses privacy concerns. In particular, using a patient-specific but general 3D model can remove "patient identifiable information" (Olatunji et al. 2021) from diagnostic images and supports processing sensitive health-related data.
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